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Communication-assisted Delay Flow

Delay Flow Graphs: Basic Flavors and Flow Speed on Silent Systems Future Work
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Interaction & Noise-assisted Damping + Elimination of Delays

Global Non-synchronism Phenomenology: Noise-assisted Long-distance Correlations and Structure Formation

Lock-step Synchronism Non-synchronism

Execution-comm. Overlap Perfect Non-overlap Partial or Perfect Overlap

Memory Bus/Network Utilization Intermittent More Continuous

Processes in Saturated Resource(s) Regime P = n 𝑷 < 𝒏

Resource(s) Bandwidth Per Process Less (contented) More/Full (less/no contented)

Execution time, 𝑻𝒆𝒙𝒆𝒄
𝑩𝑾(𝑷𝑷𝑺) Slowest Faster

Idle time, 𝑻𝒊𝒅𝒍𝒆
𝑩𝑾(𝑷𝑷𝑺) Minimum Lengthen

Idlewave Decay Weak Strong

Workload Periodicity for Boundary Conditions Direction Distance of Communicating Processes Commuication Protocol Communication Routine Communication Load

: Compute Bound OC : Open Chain + or - : Uni directional d = 1 : Direct Neighbour Processes E : Eager B : Blocking (sendrecv, sendrecv,…) CF : Contention Free

: Memory Bound CR : Close Ring ± : Bi directional d = 2, 𝟑, … , 𝒏 : Indirect Neighbour Processes R : Rendezvous
NB : Non-blocking (isend, irecv, isend, irecv, …, waitall)

SNB : NB + split wait (isend, irecv, waitall, isend, irecv, waitall, …) 
C : Contention in Network
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Execution Variations

Memory Bandwidth

Bottleneck: 

yields STREAM Triad

MPI Process Parallelism per Core

𝒗𝒔𝒊𝒍𝒆𝒏𝒕 =

𝝈.𝒅

𝑻𝒆𝒙𝒆𝒄
𝑩𝑾(𝑷𝑷𝑺)

+ 𝑻𝒄𝒐𝒎𝒎

[
𝒓𝒂𝒏𝒌𝒔

𝒔
]

Variations: Random/ Periodic with

System Topology/ Application Time step

CR, d=±1, E Mode, NB, CF 

Parameter Space
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Problem: Analytic Performance Model for Distributed-Memory Applications
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OC, d = ±1, E Mode

Motivation: Model the Mystery of Non-synchronism
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Environmental Setup to Demote

Small Message (Eager protocol)

CR, d = +1, 

B/NB, CF

OC, d = ±1, 

B/NB/SNB, CF

CR, d = ±1, 

B/NB/SNB, CF

OC, d = +1, 

B/NB, CF

CR, d = ±1,

B/SNB, CF

OC, d = +1, B/NB, CF
or

OC, d = ±1, NB, CF

Large Message 132 KB (Rendezvous Protocol)

Small Message 16 KB (Eager Protocol)

OC, d = +1, +2, 

B/NB, CF 

CR, d = +1, B/NB, CF
or

CR, d = ±1, NB, CF

Propagation Speed

𝒗𝒔𝒊𝒍𝒆𝒏𝒕 =

𝝈.𝒅

𝑻𝒆𝒙𝒆𝒄 + 𝑻𝒄𝒐𝒎𝒎
[

𝒓𝒂𝒏𝒌𝒔

𝒔
]

𝝈: ቐ
𝟐, 𝒊𝒇 𝑩𝒊𝒅𝒊𝒓𝒆𝒄𝒕𝒊𝒐𝒏𝒂𝒍

𝑹, 𝑩/𝑺𝑵𝑩 𝒎𝒐𝒅𝒆
𝟏, 𝒆𝒍𝒔𝒆

𝑻𝒄𝒐𝒎𝒎: 𝑹𝒖𝒏𝒕𝒊𝒎𝒆 𝒐𝒇 𝒄𝒐𝒎𝒎.
𝒉𝒂𝒑𝒑𝒆𝒏𝒊𝒏𝒈 𝒊𝒏 𝒅𝒆𝒍𝒂𝒚 𝒇𝒍𝒐𝒘

𝒅: 𝒅𝒊𝒔𝒕𝒂𝒏𝒄𝒆 𝒃𝒆𝒕𝒘𝒆𝒆𝒏
𝒄𝒐𝒎𝒎𝒖𝒏𝒊𝒄𝒂𝒕𝒊𝒏𝒈 𝒑𝒓𝒐𝒄𝒆𝒔𝒔𝒆𝒔

Network Topology

Multidimensional Structured 

and Unstructured Grids
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Number of Computing Processes per socket, PPS

PPS=4 (=k) PPS=6 PPS=8

PPS=1

No room for 
Bandwidth 

Improvement in 
Timestep-rank Plot

PPS=2

PPS=10 (=n)

Max room for 
Bandwidth 

Improvement in 
Timestep-rank Plot

CR, d=±1, E Mode, NB, CF
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Communication Models

OMI4papps
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Communication
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Communication
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Demote

Communication
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Overhead
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MPI: Process Parallelism

per SHMEM Node/Socket/Core

MPI + X (e.g., OpenMP):       
Process and Thread Parallelism

2.

3.

X (e.g., OpenMP): Thread Parallelism

per Core/HT/Vectorization

1.
yields

Hybrid Inner-level Programming Model (10 P, 5T)

OC, d = ±1,

B/SNB, CF

System Noise Characteristics

OC, d = -1, E Mode

Synchronism

Partial

Non- synchronism
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1. STREAM Triad

2. Lattice Boltzmann 
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Number of sockets

Application: Computation and Communication Characteristics (        Nomenclature)

Hierarchical Topology (affinity matters): Node-level: ccNUMA SMP nodes with multi-socket, multi-core 

CPUs of Hyperthreads and SIMD cores. Network-level: multi-routes of different characteristics (like latency

and asymptotic bandwidth), multi-ways of handling interconnet protocols for intra-chip, inter-chip/-node.

OC, d = +1, E Mode, B, CF

Demote load imbalances and network contention

Influence

Factors

Analytical-Model Based Simulator for

Chip-level Bottleneck and System Topology

System Noise

(Single, fully nonblocking
IB/OP leaf switch)

Time step

2  4  6    6      9   12 14  16  18  20  

Socket/Node boundaries

MPI Library

Network 
Topology

𝑻𝒓𝒆𝒄𝒗

Comm. 
Dependency

Workload

Characteristics

𝑻𝒊𝒅𝒍𝒆
𝑩𝑾(𝑷𝑩𝑺=𝟏)

Network 
Contention

𝑻𝒆𝒙𝒆𝒄
𝑩𝑾(𝑷𝑷𝑺=𝟏)

:

:

:

Communication Delays
(PPN=1 ➔ no intranode comm. 

full non-blocking bandwidth with small
Inter-node comm. overhead➔ no

newtwork contention)

𝑹𝟎

𝑹𝟏

Triad (𝟐 𝑴𝑷𝑰 𝑷𝑷𝑺 ∗ 𝟓 𝑶𝒑𝒆𝒏𝑴𝑷 𝑻, 𝑽𝒎𝒆𝒎 = 𝟒. 𝟖 𝑮𝑩, 𝑴𝒔𝒈 = 𝟐𝟗 𝑴𝑩, 𝒃𝑰𝑩 ≈ 𝟑 𝑮𝑩/𝒔)
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CR, d = ±1, R Mode, NBOC, d = ±1, R Mode, NB
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Computational Wave
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Computational Wave

(Chip MEM Saturation by 1 rank)

CR, d=±1, R Mode, NB, C load

Exchange of Large Messages

(3MB) to Multiple Neighbours

Perfect

Non- synchronism

Complex Applications with

Advanced P2P and Collective 

Communication Patterns 


